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Imbalanced long-tail distributions of visual class examples inhibit accurate visual detection, which is addressed

by a novel Hierarchical Deformable Part Model (HDPM). HDPM constructs a sub-category hierarchy by al-
ternating bootstrapping and Visual Similarity Network (VSN) based discovery of head and tail sub-categories.
We experimentally evaluate HDPM and compare with other sub-category aware visual detection methods with
a moderate size dataset (Pascal VOC 2007), and demonstrate its scalability to a large scale dataset (ILSVRC
2014 Detection Task). The proposed HDPM consistently achieves significant performance improvement in

both experiments.

1 INTRODUCTION

Large intra-class diversities induced by camera pose,
object viewpoint and appearance variations inhibit
accurate object detection. Moreover, ambiguous
bounding box annotations make visual class detection
even more challenging. In the light of this, how to dis-
cover and exploits intra-category variation remains an
open and hot problem in object detection (Gu et al.,
2012; Dong et al., 2013; Zhu et al., 2014). For in-
stance, in Figure 1, the dining table samples consist
of at least four obvious sub-categories: upper view
circular tables, tables with empty plates, tables with
people sitting around, and side views of tables with
chairs visible. Visual appearance of samples belon-
ging to the same class are thus severely varied, e.g.
samples that include mainly the foods and dishes or
just a flower jar rather than the table itself. Moreo-
ver, sub-categories are not balanced but some exam-
ples may occur more frequently and make that subca-
tegory a dominant one. To be more precise, sam-
ples from different sub-categories is long-tail distribu-
ted (Zhu et al., 2014) where dominant sub-categories
are in the head and rare sub-categories in the tail.
Visual detectors can be substantially improved by
capturing fine-grained head sub-categories and, in
particular, capturing rare sub-categories in the tail
which are often omitted. Monolithic learning mo-
dels, such as Deformable Part Model (DPM) (Felzen-
szwalb et al., 2008), mainly capture the dominant sub-
categories (such as “tables with empty plates” in
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Figure 1: Distribution of class examples is a long tail dis-
tribution where class examples that happen more frequently
(e.g. table including plates) are located in the head and rare
examples (e.g. tables with chair) and outliers are in the tail.
Learning a monolithic model on this dataset may fail to de-
tect the tails. The goal is to improve learning accuracy by
discovering head and tail sub-categories.
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Figure 1), but fail with the sub-categories having
sparse samples. Hence, modeling head and tail sub-
categories separately is necessary as suggested in ot-
her works (Gu et al., 2012; Dong et al., 2013; Zhu
et al.,, 2014). However, selecting right criteria to
group the objects properly remains an open problem.
Often long-tail examples spread among the clusters of
dominant ones and cannot form their own clusters or
outliers distort sub-category discovery.

In this work, we introduce a novel Hierarchi-
cal Deformable Part Model where we construct sub-
category hierarchy by alternating two sub-category
discovery approaches with complementary proper-
ties: bootstrapping and Visual Similarity Network
(VSN) (Shokrollahi Yancheshmeh et al., 2015). Boot-
strapping in the terms of DPM true positives and DPM
false negatives provides a rough division to the head
and tail parts. However, pair-wise similarity provides
better quality sub-categories for both dominant head
and ambiguous long-tail parts. The idea is to learn
strong models for the ones with enough examples and
share examples between rare models to improve de-
tection performance. For this intuitive approach the
hierarchy where all samples are used multiple times
establishes a strong data sharing principle (Salakhut-
dinov et al., 2011). Moreover, the hierarchy model na-
turally adapts to the number of examples - a small da-
taset allows only a shallow hierarchy while more ex-
amples allow deeper hierarchy and discovery of more
diverse sub-categories.

‘We make the following contributions:

e We propose a Hierarchical Deformable Part Mo-
del (HDPM) to capture long-tail distributions of
visual categories - our hierarchy is based on two
complementary and alternating approaches: 1)
DPM bootstrapping and ii) Visual Similarity Net-
work based sub-category discovery.

e We adopt bootstrapping to make a coarse division
between the head and tail parts which are genera-
ted from true positives and false negatives of DPM
detection.

e We develop Visual Similarity Network (VSN)
based sub-category discovery to refine the sub-
categories of both head and tail parts.

e The baseline detector in our hierarchy is DPM.

We compare our method to other sub-category aware
works on the Pascal VOC 2007 benchmark where
our method outperforms other competitors. Moreo-
ver, we demonstrate the scalability of our method with
the ILSVRC 2014 Detection benchmark for which
our HDPM provides substantial performance boost as
compared to the conventional DPM. Our code will be
made publicly available.
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2 RELATED WORK

Deformable Part Model (DPM) by Felzenswalb et
al. (Felzenszwalb et al., 2008; Felzenszwalb et al.,
2010) was a state-of-the-art approach in object de-
tection before the rise of convoluational neural net-
works (Girshick et al., 2014; Girshick, 2015; Ren
et al., 2015; Redmon et al., 2016). The seminal work
of Girshick et al. (Girshick et al., 2014) proposed the
Region-based Convolutional Neural Network model
(R-CNN) which has recently inspired many follow-
ups (Girshick, 2015; Ren et al., 2015; Redmon et al.,
2016). Interestingly, DPM achieves comparable accu-
racy to R-CNN if its HOG features are replaced by
activations of the CNN layers (Girshick et al., 2015;
Wan et al., 2015). CNN features require external trai-
ning data for optimization of the network parameters
(ILSVRC 2012 was used in (Girshick et al., 2015)).
In this work, our goal is to learn a model from the
scratch using only a moderate number of training ex-
amples and therefore we select the more conventional
HOG-based DPM (Felzenszwalb et al., 2010) as our
baseline detector. Experimental results of HDPM de-
monstrate the superiority of HDPM over recent met-
hods (Felzenszwalb et al., 2010; Malisiewicz et al.,
2011; Aghazadeh et al., 2012; Gu et al., 2012; Dong
et al., 2013; Zhu et al., 2014). Special cases of DPM
hierarchy have been introduced, for example, Ghiasi
and Fowlkes (Ghiasi and Fowlkes, 2014) used hierar-
chy of occlusion patterns to robust face detection, but
to the authors’ best knowledge our work is the first to
explicitly model intra-class diversities by introducing
hierarchical DPMs.

Long-Tail Distributions — Distributions of object
class examples in human captured images is not uni-
form, but certain classes and certain view points do-
minate datasets. For example, most of the people
stand in images, but they can also be assumed to have
a large number of unusual poses (e.g. a person riding
a horse). A practical solution is to balance a data-
set (Russakovsky et al., 2015). However it seems
difficult for collecting sufficient samples for tail sub-
categories. Reducing the sample size of dominant
sub-categories is more practical but it can have ne-
gative effect on detection performance. Performance
boost by modeling these rare sub-categories was rai-
sed by Salakhutdinov et al. (Salakhutdinov et al.,
2011) who introduced the data sharing principle: rare
classes borrow statistical strength from related classes
that have dense examples. The sharing was extended
to sub-categories that depict rare viewpoints by (Zhu
et al., 2014). In this work, we term both dominant
and rare appearance and viewpoints with a common
term of sub-category. While most of the works on



long-tail visual detection use more traditional base-
line detection models, recently performance boost has
been reported also for the state-of-the-art CNN appro-
ach (Ouyang et al., 2016). In this work, we capture
sub-categories of the head and tail parts of long-tail
class distributions by adopting two principles: boots-
trapping and Visual Similarity Network (VSN) based
sub-category discovery.

Bootstrapping — Bootstrapping can be used to le-
arn different aspects of training data. For example,
mining hard negatives aims to distinguish two simi-
lar classes and mining hard positives works for co-
vering rarely encountered examples of a category. In
visual class detection bootstrapping is not new. Mi-
ning hard negatives (misclassified as positives) was
used already in the original HOG detector (Dalal and
Triggs, 2005) and later in DPM as well (Felzenszwalb
et al., 2008). In (Li et al., 2013) a term “relevant ne-
gatives” was introduced, but the principle is the same.
Our DPM learning also re-trains with hard negatives,
but we adopt bootstrapping to identify hard positives.
Zhu et al. (Zhu et al., 2014) construct candidate mo-
dels by training Exemplar-SVMs (Malisiewicz et al.,
2011) for each positive training example and selecting
a fixed amount of best scoring positive examples to
form a new sub-category training set. Greedy se-
arch is applied to select the best combination of the
DPMs, but the method is computationally expensive
due to a large number of the sub-models to be tested.
While their approach is bottom up, our bootstrapping
is top-down. We first construct a single DPM and se-
lect the false negatives to form a bootstrap set. Diffe-
rent from Zhu et al. (Zhu et al., 2014) bottom-up data
sharing, we propose a top-down hierarchy to discover
sub-categories by alternating visual similarity graph
based sub-category discovery and bootstrapping.

Sub-category Discovery — Sub-category discovery
and effective data exploitation are important for long-
tail distribution models in view of sparse samples in
long-tail sub-categories. Important research questions
arise: how to find sub-categories and how to effecti-
vely exploit small data in model learning? Sivic et
al. (an B.C. Russell et al., 2008) proposed a visual
Bag-of-Words based discovery of class hierarchy, but
their work assumed a number of dominant and balan-
ced categories. Sub-category (subordinate class) mi-
ning was proposed by Hillel and Weinshall (Hillel and
Weinshall, 2006) using generative models, but their
method cannot cope with viewpoint changes. In a
more recent work, Gu et al. (Gu et al., 2012) used a set
of seed images where other train images were aligned
using object boundaries and seed specific classifiers
were trained to represent sub-categories. The draw-
backs of their method are more demanding supervi-
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sion in the terms of object boundary annotations and
unsupervised selection of good seeds. The method
by Aghazadeh et al. (Aghazadeh et al., 2012) avoided
strong supervision by using Exemplar-SVMs (Ma-
lisiewicz et al., 2011) to construct a classifier for
each example, but this exhaustive procedure limits
their method suitability only for moderate size data-
sets. (Aghazadeh et al., 2012) and (Malisiewicz et al.,
2011) did not particularly mine sub-categories, but
their methods relied on a large number of detectors
that together represent all aspects of the data. The
Exemplar-SVM based approach was extended by Zhu
et al. (Zhu et al., 2014) who also selected a number
of seed images for which Exemplar-SVM was em-
ployed, but they built stronger models by data sharing
where best scoring examples were added to the seed
sub-categories and DPMs trained as stronger detec-
tors. The DPMs were pruned by greedy search, but
the seed selection remains as a problem as well as
the non-adaptive addition of shared examples (a fixed
number). Dong et al. (Dong et al., 2013) proposed si-
milarity based sub-category mining, but their affinity
measure was based on Exemplar-SVN training with
again limits data set size to moderate. Alternatively,
Yu and Grauman (Yu and Grauman, 2014) postpo-
ned sub-category discovery to the testing phase and
used local neighborhood of each test sample. Pu et
al. (Pu et al., 2014) introduced intra-class grouping
(sub-categories) and data sharing penalties for Sup-
port Vector cost function to improve fine-grained ca-
tegorization.

Visual Similarity Networks — Hard decisions by
classifiers and clustering methods are always bia-
sed toward dominating patterns of data and there-
fore in this work we adopt a graph approach which
has recently gained momentum in vision applicati-
ons (Deng et al., 2014; Krause et al., 2015; John-
son et al.,, 2015; Rematas et al., 2015; Rubinstein
et al., 2016). A graph represents multiple latent and
even subtle connections between samples without the
need of hard decisions. We adopt a special structure
denoted as Visual Similarity Network (VSN) where
the links between vertices denote the strength of a
pair-wise similarity between two images. One of the
first VSN models was the matching graph structure
by Philbin and Zisserman (Philbin and Zisserman,
2008), but it was developed for specific object ma-
tching as link between local features connected two
different viewpoints of the same object. In parallel,
Kim et al. (Kim et al., 2008) seeded the term Vi-
sual Similarity Network and proposed a method to
construct a graph representing visual categories. Re-
cently, more advanced Visual Similarity Network ap-
proaches were proposed in (Isola et al., 2015; Shok-
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Figure 2: The HDPM workflow: bootstrapping and VSN sub-category discovery alternate along the hierarchy levels (the steps
2 and 3 repeat). The best combination of DPM models are selected in section 3.3.

rollahi Yancheshmeh et al., 2015; Zhou et al., 2015).
Isola er al. (Isola et al., 2015) VSN represents ca-
tegory transformations, e.g. from a raw tomato to
a rotten tomato while Shokrollahi er al. (Shokrol-
lahi Yancheshmeh et al., 2015) and Zhou et al. (Zhou
et al., 2015) provided pair-wise similarity in a full
connected manner. They both constructed a network
from local features that align over geometric transfor-
mations and therefore capture viewpoint changes. In
this work, we adopt the VSN approach in (Shokrol-
lahi Yancheshmeh et al., 2015) and adapt it for sub-
category discovery by accumulating local features to
represent category specific landmarks.

3 HIERARCHICAL DPM

Our Hierarchical DPM (Figure 2) constructs hierar-
chy where at the top we have a root model learned
using all training examples (Step 1). Branches re-
present division of images to sub-categories by two
alternating procedures: 1) Step 2 — bootstrapping
(Section 3.1) and 2) Step 3 — Visual Similarity Net-
work (VSN) sub-category discovery (Section 3.2). As
we move from a root to leaves, the sub-categories re-
present more exclusive distinctions. Intuitively boot-
strapping will provide a coarse division to long-tail
distribution’s head and tail parts. VSN sub-category
discovery refines both parts by identifying less domi-
nant sub-categories that would otherwise be suppres-
sed by dominating ones.

The input of HDPM is a set of N training examples
S={1,b,c},_, n where I, denotes the nth training
image, b, bounﬂihg box coordinates of a class with
the label c. Each class contains N, training samples
and HDPM_:s are constructed independently. The ba-
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seline model used in each tree node is Deformable
Part Model (DPM) (Felzenszwalb et al., 2008; Fel-
zenszwalb et al., 2010)

MlgPM = DPM(SCaSneg) (D

where S, € S is a set of positive examples for the class
¢ and S, is a set of negative examples (images of all
other classes Sy = S \ S in our experiments).

3.1 Bootstrapping

A known characteristic of the Latent SVM (Felzen-
szwalb et al., 2008) algorithm in DPM is that it can
effectively learn a dominating sub-category from S,
but cannot represent less dominating sub-categories
and suffers from more than one competing domi-
nant sub-category. To cope with multiple domina-
ting sub-categories, DPM clusters box aspect ratios
of the input bounding boxes to M clusters for which
separate DPMs are trained referring to components in
the DPM terminology. Our hierarchy replaces heu-
ristic discovery of components by data-driven sub-
categorization.

The baseline model in (1) is trained for remaining
training examples after each branch in the tree. Then,
we test the trained model M on the positive exam-
ples to divide them into two bootstrap sets: domi-
nant sub-category examples (true positives) S and
rare sub-category examples (false negatives) S, . In
the next step, the both sets are refined to the next le-
vel sub-categories by Visual Similarity Network sub-
category discovery (Section 3.2). In addition to VSN
we also train two bootstrapped DPMs using the two
sets:

pw = DPM (S Sue)

: o)
DPM =DPM (Sc "5’l€g)



In our preliminary experiments we evaluated two va-
riants by adding not detected or detected examples
to the negative set respectively, S,j;g = Sneg US, and
Sneg = Sneg U S:, but found this inferior to using only

neg-

3.2 Visual Similarity Network for
Sub-Categories

The motivation behind VSN based sub-category dis-
covery is to identify both appearance sub-categories,
e.g. enduro and scooter motorbikes, and viewpoint
sub-categories, e.g. frontal and side views of cars.
If the number of samples is small for these sub-
categories (long-tail sub-categories), we need to adopt
an approach that retains all pair-wise image similari-
ties. A suitable data structure is the similarity graph
which has been used in similar tasks in the recent
works (Isola et al., 2015; Shokrollahi Yancheshmeh
et al., 2015; Zhou et al., 2015). We adopt Visual Si-
milarity Network (VSN) by Shokrollahi ef al. (Shok-
rollahi Yancheshmeh et al., 2015) and adapt it for our
problem by introducing class specific landmark accu-
mulation.

The main component of (Shokrollahi Yan-
cheshmeh et al., 2015) is a cost function

C(Ia,Ip) = MCarch Iy Ip) + MaCist. (Ias 1) -, (3)

which computes the matching cost of two images, I,
and I, using feature correspondence with matching
cost Cyarcn, and spatial distortion cost Cgjr. The ma-
tching cost denotes similarity in a feature space (e.g.
SIFT) and distortion cost how well the features can
be aligned in the spatial domain. Minimization of the
cost function (3) is cast as a generalized assignment
problem:

maximize ZZsija,-j
iJ

subjectto Y a;; <1 i=1,....N,

j N C))
Zaij Sl j: 1,...,Nh
i
ajj € {0,1}

where a;; are binary assignments between the features
i=1,...,N; of the image I, and j = 1,...,N, of I,.
The assignment constraints require at most one match
between each feature and s;;:s are similarity values in
[0,1] that combine the previously defined feature and
distortion costs into a single value

$(i. ) = &0 = PP EDMPED = 5T j)S¥ (i, )
)
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DX is the distance in the spatial space and D’ denotes
the distance in the feature space. For solving the opti-
mization problem Shokrollahi et al. (Shokrollahi Yan-
cheshmeh et al., 2015) proposed to replace the cost
values with rank-order statistics yielding to fast ap-
proximation sketched in Algorithm 1 where the trans-
formation 7 is parameterized with a translation vector
(tx,ty), rotation © and uniform scaling s.

Algorithm 1: Generalized assignment approx. solution.

1: Compute the feature distance matrix Dﬁ,ﬂx Ny (e.g.,
dense SIFT).
2: On each row of DF set the K smallest to 1 and 0 other-
wise.
3: X =0.
4: for i =1: N, (features of ;) do
5:  Compute the distance from xl(a) to T(xg-b)
1,...,K non-zero entries of D and if DX (i, j) < 1x
then set SX (i, j) = 1 and break.
6: end for
7: return the number of non-zero terms in SX

) for j =

3.2.1 Object Landmark Driven Similarity

The main problem of Algorithm 1 is that in the pre-
sence of background clutter it can get stuck to ma-
tching backgrounds (background-to-background ma-
tching) or object-to-background matching instead of
the desired object-to-object matching. Our solution is
two-fold: i) we mask features outside object region
by bounding boxes and ii) accumulate features that
match in multiple images to produce a refined set of
class specific landmarks.

We adopt otherwise the parameter settings from
the original work, but run an accumulation procedure
in Algorithm 2. The algorithm retains only the lo-

Algorithm 2: Accumulation of I, landmark scores.

1: X . =0.
2: forn=1:N;in S, do
3:  Compute Nelder-Mead optimization (max search) of

the transformation matrix 7 parameters using Algo-
rithm 1 as the target function.
X _ X X
Sacc - Sacc + S
end for
return Remove other than the B best features of 1,

AR AN

cal features that are verified by multiple training set
images and therefore removes object-to-background
and background-to-background matches effectively.
Using the verified set of local features, object specific
landmarks, we can re-execute Algorithm 1 and com-
pute the affinity matrix representing pair-wise mat-
ches between all images using the verified landmarks:
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c —
aff —
IS7 a1l IS5 1S 4l 157 1, |
IS5, .l 1S5 Il 18T 157 |
(6)
where || - || is the number of non-zero terms in S¥

and now represents similarity in [0, B]. For our expe-
riments we set B = 80, but this selection does not have
drastic effect to the performance as long as B > 20.

3.2.2 Spectral Sub-categories

The next step is to discover sub-categories in the
full connected graph defined by the affinity ma-
trix Agrp in (6). For this task we adopt the self-
tuning spectral clustering by Zelnik-Manor and Pe-
rona (Zelnik-Manor and Perona, 2004) which ex-
tends the original spectral clustering of Ng et al. (Ng
et al., 2001) by adding unsupervised selection for the
spectral scale and number of clusters.

Similarity values in (6) represent pair-wise simi-
larity as an integer where B denotes high similarity
(all landmarks match) and 0 low similarity (no mat-
ches). Self-tuning spectral clustering is based on pre-
computed node distance matrix and therefore we con-
vert integer similarities to rank-order distances (the
super- and the sub-scripts of the affinity matrix omit-
ted for clarity):

D;;= Ne
Y rank(A;j,sort(A;.))

(7

where N, is the highest rank (distance is 1) and 1 is
the lowest (distance N..).

The scaled affinity matrix is computed from the
rank-order distance matrix

2
Aij=ex —_Dij 8)
ij = exp 60, (

c; =Dix &)

where D;k is “distance” to the K:th neighbor of i:th
entry (K = 10 in our experiments). Moreover, A;; = 0.
For the normalized affinity matrix the C largest eigen
vectors are selected and the rotation R that aligns the
matrix formed from the eigen vectors to the canonical
coordinate system and the number of clusters is iden-
tified by selecting the number of clusters that provides
the minimal alignment cost. The number of clusters
from 2 to 15 were tested in our experiments. See Fi-
gure 3 for illustrations of the found sub-categories.

where
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Figure 3: VSN sub-category discovery for the head and tail
parts of the VOC2007 bicycle class and ILSVRC2014 ca-
mel. Note how the head sub-categories are more evident and
tail sub-categories represent rare examples (upside-down
bicycle, resting camel). Outliers not detected by our system
are marked red and often represent ambiguous annotation
(e.g. only a bicycle handle, heavily occluded camel, extre-
mely poor resolution).

Similar to the bootstrapping in Section 3.1 we
train separate DPMs for each VSN sub-category ¢(1),
c(2),...,¢(C)

MDCPMC(,«) = DPM (S¢(i)»Sneg) - (10)

Since the bootstrapping and VSN sub-category disco-
very steps alternate (Figure 2) the sub-category DPMs
give raise to new division to head and tail sets by boot-
strapping and the process continues similarly until too
few examples to train DPMs (e.g. < 15 images for
each sub-category). In our experiments, we fixed the
maximum level to 8.

3.3 Model-Selection

In validation time, we select the best set of DPM mo-
dels in (Figure 2). This procedure can be very time
consuming since all possible combination for n num-
ber of DPM models is Y, #lr), and thus not com-
putationally effective. Instead, we take advantage of
the hierarchical tree where we expect to have the mo-
dels of dominant subcategories on the right branch
(green in Figure 2) and long tails’ on the left branch
(orange in Figure 2). Therefore, we should have the
strongest models on the right side and if the left side
learned something new, then it will be added. Thus,
we first explore the best models combination from the
right side that gives the maximum score on validation
set, next we give the selected set to the left side and
repeat the process again. The output will be our final
selected set of models.
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Table 1: Pascal VOC 2007 comparison (AP in %) of state-of-the-art sub-category aware methods. * DP-DPM Uses external
training data (1.2M image ILSVRC 2012 training set).

Method aero bike bird boat bott bus  car cat chair cow tabl dog horse mbike pers plant sheep sofa train tv. mAP
DPM (Felzenszwalb et al., 2010) 28.7 551 6.0 145 265 39.7 502 163 165 166 245 50 452 387 362 9.0 174 228 341 384 271
DPMvS5 Website 321 602 105 140 300 540 57.0 247 226 268 291 86 598 467 414 134 221 344 443 445 338
DPMv5-reproduced 328 593 109 141 292 526 578 275 231 246 308 130 616 46.6 402 130 191 312 463 444 339
ESVM (Malisiewicz et al., 2011) 20.8 480 7.7 143 13.1 39.7 41.1 52 116 186 111 31 447 394 169 112 226 170 369 300 227
MCIL (Aghazadeh et al., 2012) 333 536 9.6 156 229 484 515 163 163 200 238 110 553 438 369 107 227 235 386 410 298
MCM (Gu et al., 2012) 334 370 150 150 226 431 493 328 115 358 178 163 43.6 382 298 116 333 235 302 396 290
DPM-AGS (Dong et al., 2013) 347 614 115 186 300 538 588 247 247 268 314 138 614 492 422 129 239 385 508 455 357
DPM-LTS (Zhu et al., 2014) 341 612 101 180 289 583 589 274 21.0 323 346 157 541 472 412 181 272 346 493 422 357
HDPM (ours) 358 616 119 172 305 539 591 292 238 275 37.0 153 624 484 424 163 212 351 477 458 361
DP-DPM (Girshick et al., 2015)*  44.6 653 32.7 247 351 543 565 404 263 494 432 410 610 557 537 255 470 39.8 479 592 452

4 EXPERIMENTS

4.1 Datasets and Settings

To make our method comparable with the similar
works (Zhou et al., 2015; Dong et al., 2013), we eva-
luated HDPM on the PASCAL VOC 2007 dataset.
Pascal VOC 2007 contains 20 categories with 9,963
images in total. The dataset is divided into ‘train-
val’ and ‘test’ subsets including 5011 and 4952 ima-
ges, respectively. In our experiments, we follow the
protocol in (Zhou et al., 2015) and report the results
for the ‘test’ subset. In the experiments on the VOC
2007 benchmark, we set the number of components in
DPM detector to 2 and we continue constructing the
HDPM hierarchy up to the level 8.

We also evaluate the performance of the propo-
sed method on the ILSVRC2014 detection task to
test scalability. ILSVRC 2014 detection set contains
456,567 training images, 20,121 validation images,
and 40,152 test images. There are 200 categories
and the number of positive training images per cate-
gory varies between 461 and 67,513. The number
of negative training images per category is between
42,945 and 70,626. The ground truth are released
only for the training and validation data and for test
data we submitted our results to the evaluation ser-
ver (one submission was made for each class). To
speed up the computation with ILSVRC we made the
following compromises: a) the maximum number of
negative examples was set to the number of positive
images per each class, b) the number of DPM com-
ponents was fixed to 1 and ¢) HDPM hierarchy was
computed only up to the level L3. These compromi-
ses allowed computation of 200 HDPMs within one
week.

With the both datasets, we first constructed
HDPMs for each class using the training exam-
ples, and then selected the best combination of the
sub-category DPMs using the validation examples
(Section 3.3). For constructing the VSNs, we first
cropped images inside the bounding boxes and sca-

led them to the size of 200 x 200 pixels keeping as-
pect ratios. Secondly, we executed spectral cluste-
ring (Zelnik-Manor and Perona, 2004) that automa-
tically selected the number of clusters and provided
sub-category assignments for each image. In all ex-
periments, we set the search range for the number
of clusters to 2 — 15, and the method typically pro-
vided 2 —4 on each hierarchy level. We employed the
standard Non-Maximum Suppression (NMS) on the
detected candidates of bounding boxes. The evalu-
ation metric was Average Precision (AP) and mean
of Average Precision (mAP) without contextual re-
scoring.

4.2 Comparison with State-of-the-Arts

In this experiment, we compared our method to ot-
her published sub-category aware methods on the
Pascal VOC 2007 dataset and using only the pro-
vided training and validation set images in model
training: Exemplar-SVM (ESVM) by Malisiewicz et
al. (Malisiewicz et al., 2011), Multi-Component Mo-
del (MCM) by Gu et al. (Gu et al., 2012), Mixture
Component Identification and Learning (MCIL) by
Aghazadeh et al. (Aghazadeh et al., 2012) Ambiguity
Guided Graph Shift DPM (DPM-AGS) by Dong et
al. (Dong et al., 2013) and Long-Tail Subcategories
DPM (DPM-LTS) by Zhu et al. (Zhu et al., 2014).
The results are shown in Table 1. Since our baseline
model is based on the DPM version 5 (DPMv5), we
also report results achieved in our own experiments
as well as the results reported in (Felzenszwalb et al.,
2010). The results slightly vary due to parallel execu-
tion since computing the cost function gradient varies
with different numbers of threads. In addition, we re-
port the results for the the deep DPM where the HOG
features are replaced with activations of the full Ima-
geNet dataset trained neural network AlexNet (DP-
DPM) by Girshick et al. (Girshick et al., 2015).

Our model achieved the best average precision
(AP) for 8 out of the 20 categories and the best overall
mean average precision (mAP). By comparing our re-
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Figure 4: Per class boost in ILSVRC2014 detection task using HDPM over DPM (blue: > 1, green: ~ 1, orange: < 1).

sults to the two similar and recent works, DPM-AGS
and DPM-LTS, it is evident that the upper limit of
performance using HOG features and only the provi-
ded data is almost reached. There is a clear difference
as compared to DP-DPM, but their method uses the
additional massive ImageNet dataset for training the
CNN feature extraction network.

4.3 Large Scale Scalability on the
ImageNet 200

Figure 4 shows the proportional improvement using
HDPM over DPM for the 200 ILSVRC2014 detection
task classes. It is noteworthy, that using our restricted
settings we improved performance for 143 out of 200
categories. For 30 classes the boost was > 2x and
only for 12 classes the performance degraded below
0.5. The mAP values were 9.84% for HDPM and
8.54% for DPM providing average improvement of
15% and median improvement of 40% being clearly
significant. The results are on pair with the state-of-
the-art before the era of CNNs. Per class accuracies
are available in appendix.

5 CONCLUSIONS

We proposed HDPM to address the problem of long-
tail distributions of visual class examples. Our mo-
del achieved superior accuracy to other proposed sub-
category aware DPM-based models and provides sca-
lability to large scale problems. In our future work,
we will replace the standard HOG DPM with the more
recent Deep DPM (Girshick et al., 2015) to bene-
fit from the performance of data optimized features
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and we will investigate computationally more power-
ful bootstrapping and SVN construction.
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APPENDIX

Synset
accordion
airplane
ant
antelope
apple
armadillo
artichoke
axe
baby bed
backpack
bagel
balance beam
banana
band aid
banjo
baseball
basketball
bathing cap
beaker
bear
bee
bell pepper
bench
bicycle
binder
bird
bookshelf
bow tie
bow
bowl|
brassiere
burrito
bus
butterfly
camel
can opener
car
cart
cattle
cello
centipede
chain saw
chair
chime
cocktail shaker
coffee maker

computer keyboard
computer mouse

corkscrew
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DPM
0.027822
0.305592
0.061234
0.211446
0.064919
0.210474
0.054576

0.00141
0.013389
0.004266
0.095434
0.002488
0.027845
0.026254
0.397186
0.054886

0.01953
0.149206
0.026928
0.113607
0.114764
0.040144
0.016857
0.236786
0.011028
0.085315
0.026281
0.200083
0.034966
0.117728
0.174749
0.010025
0.316655
0.438085
0.139548
0.012773
0.248685

0.11989

0.04678
0.212967
0.022698
0.006621
0.077526

0.08131
0.321836
0.093006
0.000579
0.034285
0.010074

HDPM
0.323222
0.306895
0.065415
0.208931

0.08524
0.191272
0.054493
0.038466
0.203264
0.004276
0.095449
0.041191
0.034123

0.02797
0.386193
0.099247
0.067064
0.183436
0.035394
0.153147
0.114495
0.043369
0.016877
0.243379
0.009254
0.142402
0.044479
0.189255
0.059878
0.109879
0.169151

0.01615
0.345149
0.514114
0.140297
0.068256
0.249984
0.228521
0.025516
0.214421
0.000857
0.030955

0.08179
0.095874
0.310444
0.085751
0.063115
0.034315
0.016481

Synset
cream
croquet ball
crutch
cucumber
cup or mug
diaper
digital clock
dishwasher
dog
domestic cat
dragonfly
drum
dumbbell
electric fan
elephant
face powder
fig
filing cabinet
flower pot
flute
fox
french horn
frog
frying pan
giant panda
goldfish
golf ball
golfcart
guacamole
guitar
hair dryer
hair spray
hamburger
hammer
hamster
harmonica
harp

hat with a wide brim

head cabbage
helmet
hippopotamus
horizontal bar
horse
hotdog
iPod
isopod
jellyfish
koala bear
ladle
ladybug
lamp

DPM
0.162007
0.03973
0.00806
0.015078
0.21044
0.000996
0.036627
0.045986
0.152512
0.048358
0.037802
0.045989
0.021677
0.040403
0.202972
0.034968
0.051973
0.046905
0.056923
0.03222
0.112224
0.043791
0.187241
0.028324
0.115768
0.026414
0.192079
0.248923
0.018698
0.156324
0.069668
0.039148
0.01371
0.001785
0.066802
0.006861
0.395935
0.179113
0.001259
0.036108
0.088066
0.000393
0.115923
0.017309
0.373302
0.007355
0.025277
0.053518
0.000081
0.145945
0.053638

Figure 5: AP over the first 200 categories (synsets) of ImageNet test set (partl).

HDPM
0.164413
0.025497
0.000116
0.004747
0.227519

0.00032
0.016626
0.112519

0.20671
0.080383
0.087912
0.062092
0.028182
0.058035
0.260156
0.032967
0.073293
0.046916
0.057102
0.056112
0.138656
0.080012
0.191873
0.023242
0.171963

0.02832
0.192385
0.280711
0.005027
0.238374
0.046388

0.06383
0.041574
0.069215
0.066821
0.011737
0.373279
0.196346
0.001804
0.036165
0.087909
0.027297
0.112343
0.012334
0.386427
0.001007
0.034959
0.053493
0.008962
0.114488
0.053948



Synset
laptop
lemon
lion
lipstick
lizard
lobster
maillot
maraca
microphone
microwave
milk can
miniskirt
monkey
motorcycle
mushroom
nail
neck brace
oboe
orange
otter
pencil box
pencil sharpener
perfume
person
piano
pineapple
ping-pong ball
pitcher
pizza
plastic bag
plate rack
pomegranate
popsicle
porcupine
power drill
pretzel
printer
puck
punching bag
purse
rabbit
racket
ray
red panda
refrigerator
remote control
rubber eraser
rugby ball
ruler

DPM
0.043832
0.03571
0.002671
0.121917
0.015998
0.000873
0.132237
0.082719
0.003529
0.170232
0.225369
0.054205
0.080095
0.183999
0.056332
0.000073
0.204899
0.036831
0.06501
0.035321
0.018677
0.027817
0.159512
0.221633
0.001591
0.127169
0.009892
0.077069
0.082482
0.00175
0.008486
0.011059
0.013879
0.059309
0.035442
0.029515
0.003032
0.014774
0.10535
0.013695
0.273212
0.033167
0.004066
0.160684
0.002114
0.001429
0.006243
0.033109
0.00076

HDPM
0.068226
0.057925
0.002671
0.161379
0.004261
0.006086
0.138173
0.098146
0.011247
0.231746

0.24181
0.054679
0.079446

0.17134
0.071211

0.01364
0.183576
0.015168
0.086492
0.035959
0.013341
0.015291
0.161041
0.223768
0.080023

0.12857
0.009892
0.077482
0.006468
0.001742
0.001171
0.017654
0.014018
0.029751
0.035389
0.029533
0.029006
0.017187
0.083989
0.013696
0.275579
0.038858
0.003424
0.161002
0.065758
0.202441
0.006171
0.035925

0.02531

Hierarchical Deformable Part Models for Heads and Tails

Synset

salt or pepper shaker

saxophone
scorpion
screwdriver
seal
sheep
ski
skunk
snail
snake
showmobile
snowplow
soap dispenser
soccer ball
sofa
spatula
squirrel
starfish
stethoscope
stove
strainer
strawberry
stretcher
sunglasses
swimming trunks
swine
syringe
table
tape player
tennis ball
tick
tie
tiger
toaster
traffic light
train
trombone
trumpet
turtle
tv or monitor
unicycle
vacuum
violin
volleyball
waffle iron
washer
water bottle
watercraft
whale
wine bottle
zebra

DPM
0.149272
0.271355
0.115281
0.008969
0.014667
0.128749
0.004559
0.227002
0.042031
0.003149
0.304847
0.306695

0.06659
0.100351
0.021187
0.002026
0.119804
0.152434
0.073387
0.007676
0.006335
0.023377
0.002092
0.060194
0.022798
0.068341
0.017952
0.049787

0.01086
0.048324
0.186817
0.091853
0.041745
0.086811

0.04747
0.201548
0.011965
0.069754
0.040296
0.198575
0.139764
0.000605
0.049982
0.089072

0.00341
0.195505

0.03433
0.026691
0.139719
0.226069
0.437224

Figure 6: AP over next 200 categories of ImageNet test set (part2).

HDPM
0.150315
0.158881
0.136422
0.035929
0.002132
0.133721
0.007254
0.304544
0.095069

0.01939
0.323111
0.361205
0.076837
0.174309
0.033801
0.015843

0.11982
0.147397
0.049247
0.008717
0.009316
0.023387
0.005794
0.061521
0.024459
0.065963
0.022639
0.075719
0.022337
0.048421
0.153537
0.096706
0.080062
0.091264
0.047512
0.249162
0.014908
0.083222

0.06799
0.198771
0.135231
0.029796
0.057714
0.124825
0.016118
0.195761
0.031276
0.031081
0.136365
0.224808
0.328891



